Chapter 2: Regularization
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Regularization

Data loss: Model predictions
should match training dasta
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Regularization

Data loss: Model predictions Regularization: Prevent the model from
should match training dasta  doing too well on training data
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Regularization intuition
y

There are many possible
models that closely fit the
training data.
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Regularization intuition
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Regularization pushes against fitting the data
too well so we don't fit noise in the data
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Regularization

)\ = regularization strength
(hyperparameter)

Data loss: Model predictions Regularization: Prevent the model from
should match training dasta  doing too well on training data

* Occam’s Razor: Among multiple competing hypotheses,
; the simplestis the best, William of Ockham 1285-1347
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Regularization

)\ = regularization strength
(hyperparameter)

Data loss: Model predictions Regularization: Prevent the model from
should match training dasta  doing too well on training data

How? Simple examples:

L2 regularization: R(W) Z Z Wi, orevent weights from
L1 regularization: R(W Z Z Wil ‘ becoming too large.
Elastic net (L1+L2): R(W Z Z (BWE, + |Why))
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Regularization

)\ = regularization strength
N (hyperparameter)

Data loss: Model predictions Regularization: Prevent the model from
should match training dasta  doing too well on training data

Simple examples

L2 regularization: R(W) = Z Z Wi,
L1 regularization: R(W) = Zk Zl Wil
Elastic net (L1+L2): R(W) = Zk Zl (BWE, + |Why))
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Others (coming soon)

Dropout, Batch normalization, etc
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Regu larlzatlon )\ = regularization strength

hyperparameter
e (hyperp )

Data loss: Model predictions Regularization: Prevent the model from
should match training dasta  doing too well on training data

Why regularize?

* EXxpress preferences over weights

* Make the model simple so it works on test data
* |mprove optimization by adding curvature
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Regularization: expressing preferences

L2 Regularization

RW)=) > Wi

Which of w1 or w2 will
the L2 regularizer prefer?

r=1,1,1,1]
wy = [1,0,0,0]
wy = [0.25,0.25,0.25, 0.25]
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Regularization: expressing preferences

L2 Regularization

RW)=) > Wi

Which of w1 or w2 will
the L2 regularizer prefer?

L2 regularization likes to
“spread out” the weights

r=1,1,1,1]
wy = [1,0,0,0]
wy =([0.25,0.25,0.25, 0.25]
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Regularization: expressing preferences

L2 Regularization

RW)=) > Wi

Which of w1 or w2 will
the L2 regularizer prefer?

L2 regularization likes to
“spread out” the weights

r=1,1,1,1]
wy = [1,0,0,0]
wy =([0.25,0.25,0.25, 0.25]

Which one would L1
Regularization prefer?
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Recap

* We have some dataset of (x,y)

e.g.
* We have a score function: S — f(I, W) = Wax

e We have a loss function:

e vi
L; = —log — | Softmax
Zj c=J
1 N
I = i Zizl L; + R(W) Fullloss
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Recap

* We have some dataset of (x,y)

e.g.
* We have a score function: S — f(:z:, W) = Wax

e We have a loss function:

e’vi
L; = —log . Softmax
Zj c-J
1 N
I = i Zz_l L; + R(W) Fullloss
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Recap Next question:
How do we find the best W?

* We have some dataset of (x,y) .
e.e.

* We have a score function: S — f(:z:, W) = Wx

* We have a loss function: regularization loss
eSvi W score
L; = —log S oo Softmax function> L, data
J > loss
| —HJ f(xi, W) > L
N
L=—5% L;+R(W) Fulloss Xi
N 1=1
1] Vi
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