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Neural networks: the original linear classifier

(Before) Linear score function: f = Wx
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Neural networks: 2 layers

(Before) Linear score function: f = Wx

(Now) 2-layer Neural Network: f — WQ IIlaX(O, W13:)

reRP W, e REXP W, e ROXH

(In practice we will usually add a learnable bias at each layer as well)
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Why do we want non-linearity?

Cannot separate red and
blue points with linear
classifier.
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Neural networks: also called fully connected network

(Before) Linear score function: f = Wz

(Now) 2-layer Neural Network: f = Ws max(0, Wiz)
reRP, W, e REXP 1w, e ROXH

"Neural Network” is a very broad term; these are more accurately called
“fully-connected networks” or sometimes "multi-layer perceptrons” (MLP)

(In practice we will usually add a learnable bias at each layer as well)
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Neural networks: 3 layers

(Before) Linear score function: f = Wz

(Now) 2-layer Neural Network: f = Ws max(0, Wiz)
or 3-layer Neural Network:
f — W3 max((), W2 maX(O, Wliﬁ))

reRP, W, e REXDP  py, e RE2XHL - 117, ¢ ROXH2

(In practice we will usually add a learnable bias at each layer as well)
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Neural networks: hierarchical computation

(Before) Linear score function: f = Wx

(Now) 2-layer Neural Network: f = W max(0, Wiz)

X | W1 h| W2 | s
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Neural networks: hierarchical computation

(Before) Linear score function: f = Wx

(Now) 2-layer Neural Network: f = Wz‘maX(O,‘Ww)

The function max(0, z) is called the activation function.
Q: What if we try to build a neural network without one?
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Neural networks: hierarchical computation

(Before) Linear score function: f = Wx

(Now) 2-layer Neural Network: f = Wz‘maX(O,‘Wm)

The function max(0, z) is called the activation function.
Q: What if we try to build a neural network without one?

f — WoWix W3 = WoW; € RCXH, f = Wsx

A: We end up with a linear classifier again!
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Activation functions

RelLU

{ x, x=0
0, x<0
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RelLU is a good
default choice for
most problems

Leaky RelLU 101
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Activation functions
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output layer ‘

o ez
/ output layer

Input layer Input layer
hidden layer hidden layer 1 hidden layer 2
“2-layer Neural Net", or “Fully-connected” “3-layer Neural Net", or
“1-hidden-layer Neural Net" layers “2-hidden-layer Neural Net”
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Example feed-forward computation of a neural network

Input layer
hidden layer 1 hidden layer 2

# Forward pass of a 3-layer neural network
.F
X

np.random.randn{3, 1) # Random input vector (3x1)

hl = f(np.dot(Wl, x) + bl) # First hidden layer activations (4x1)
h2 = f(np.dot({W2, hl) + b2) # Second hidden layer activations (4x1)
out = np.dot(W3, h2) + b3 # Output neuron (1x1)

lambda x: 1.8 / (1.8 + np.exp(-x)) # Activation function (sigmoid)
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Fullimplementation of training a 2-layer Neural Network needs ~20 lines:

1 import numpy as np

2 from numpy.random import randn

3

4 M, D in, H, D out = 64, 1leee, lee, 1@

5 X, ¥ = randn(N, D _in), randn{N, D _out)

6 wl, w2 = randn{D_in, H), randn(H, D_out)
3 for © in range(2060):

9 h =1/ (1+ np.exp(-x.dot{wl)})

16 v_pred = h.dot(w2)

11 loss = np.square(y pred - y).sum()
12 print(t, loss)

13

14 grad v pred = 2.8 * (y pred - y)

15 grad w2 = h.T.dot{grad y pred)

16 grad h = grad v pred.dot(w2.T)

17 grad wl = x.T.dot(grad_h * h * (1 - h))
18

19 wl -= le-4 * grad wl

26 w2 -= le-4 * grad w2
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Fullimplementation of training a 2-layer Neural Network needs ~20 lines:

1 import numpy as np

2 from numpy.random import randn

3
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Full implementation of training a 2-layer Neural Network needs ~20 lines:

1 import numpy as np

2 from numpy.random import randn

3

4 M, D in, H, D out = 64, 1leee, lee, 1@

5 x, y = randn(N, D_in), randn(N, D_out) Define the network
6 wl, w2 = randn{D_in, H), randn(H, D_out)

3 for © in range(2060):

9 h =1/ (1 + np.exp(-x.dot{wl))})

10 y_pred = h.dot(u2) Forward pass

11 loss = np.square(y pred - y).sum()

12 print(t, loss)

13

14 grad v pred = 2.8 * (y pred - y)

i: 2:;':;’1 ;a;jf;iﬁ?ji;ﬂfii Calculate the analytical gradients
17 grad wl = x.T.dot(grad_h * h * (1 - h))

18

19 wl -= le-4 * grad wl

26 w2 -= le-4 * grad w2
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Fullimplementation of training a 2-layer Neural Network needs ~20 lines:

1 import numpy as np

2 from numpy.random import randn

3

4 M, D in, H, D out = 64, 1leee, lee, 1@

5 x, y = randn(N, D_in), randn(N, D_out) Define the network
6 wl, w2 = randn{D_in, H), randn(H, D_out)

3 for © in range(2060):

9 h =1/ (1+ np.exp(-x.dot{wl)})

10 y_pred = h.dot(u2) Forward pass

11 loss = np.square(y pred - y).sum()

12 print(t, loss)

13

14 grad v pred = 2.8 * (y pred - y)

. A R it Calculate the analytical gradients
17 grad wl = x.T.dot(grad_h * h * (1 - h))

18

19 wl -= le-4 * grad_wl Gradient descent
26 w2 -= le-4 * grad w2
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Setting the number hidden neurons (in 2-layer NN}

3 hidden neurons 7 hidden neurons 20 hidden neurons
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more neurons = more capacity
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Fullimplementation of training a 2-layer Neural Network needs ~20 lines:

A = 0.001 A= 0.05 A=0.1
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(Web demo with ConvNetJS: 1 N

http://cs.stanford.edu/people/karpathy/convnetjs/ L(W) = N Zi_l Li(f(x;, W), y;) + AR(W)
demo/classify2d.html)
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Plugging in neural networks with loss functions

= f(;[;) W1, W2) = Ws maX(O, Wl-CU) Nonlinear score function
1 N . -
L = ~ Zi:l L; + AR(W1) + AR(W5) Hinge loss on predictions

R(W) = Zk W2  Regularization

L; = Zj#yi max(0,s; — s,, + 1) Total loss: data loss + regularization

UNIy(.
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Plugging in neural networks with loss functions

= f(;[;) W1, W2) = Ws maX(O, Wlﬂi') Nonlinear score function
1 N . -
L = ~ Zi:l L; + AR(W1) + AR(W5) Hinge loss on predictions

R(W) = Zk W2  Regularization
L; = Zj#yi max(0,s; — s,, + 1) Total loss: data loss + regularization

oL OL
oWy~ OWs

If we can compute then we can learn W; and W,
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(Bad) Idea: Derive Vs L on paper

Problem: Very tedious: Lots of matrix

s= f(x;W) =Wz calculus, need lots of paper

Li = Zg Ly, max(0, s; — sy, + 1) Problem: What if we want to change loss?
E.g. use softmax instead of hinge? Need to
— ZJ Ly, max(0, Wj. -z =Wy, .- +1) 1o qerive everything from scratch!
1 N Problem: Not feasible for very complex
= — L X '
N Zz’zl i+ A Zk: e models!

1 N
a N Zizl Zj;éyi maX(O? Wj,i S = Wyi,i A 1) +A Zk WkQ

1 N )
Vil = Vi (N S S max(0, Wy W a k) Y Wk>
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