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(Recap) what are we actually trying to learn? 

Choosing weights (W) that makes the loss small

However, for deep neural networks, we cannot directly compute the 
exact minimizer in practice.

Why? Deep neural networks compose millions or billions of 
nonlinear operations.

Therefore, no mathematical formula tells us the best W in one shot.
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(Recap) solution: move the weights a little at a time

Instead of exactly solving for the answer, repeatedly take a step that 
reduces the loss.

How? Gradient descent!
Loss

Now all we need is the gradient. How can we compute it?
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How can we compute 𝝏𝑳

𝝏𝑾
 ?

(Bad idea) Compute it by hand: It does NOT scale. There are countless 
possible loss functions and model architectures.
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How can we compute 𝝏𝑳

𝝏𝑾
 ?

(Bad idea) Compute it by hand: It does NOT scale. There are countless 
possible loss functions and model architectures.

(Better idea) A deep model already has a computational flow!

𝑋 𝑊1𝑋 ReLU 𝑊2ℎ Softmax Loss 𝐿

e.g.,

Gradients flow backward from the loss through the computational 
graph via the chain rule.

forward

backward

Today’s topic
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Backpropagation: a simple example

+

×

x -2

y 5

z
-4

q 3

f
-12
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e.g. x = -2, y = 5, z = -4

Want: 

3

-4
-4
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Chain rule:
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Computational graph representation 
may not be unique. Choose one where 
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easily expressed!

Sigmoid
local gradient:

[upstream gradient] x [local gradient] 
[1.00] x [(1 – 0.73)) (0.73))] = 0.2
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Patterns in gradient flow

add gate: gradient distributor

+

3

4

7

2

2

2

mul gate: “swap multiplier”

max gate: gradient router

max

copy gate: gradient adder

×

2
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5*3=15

5*2=10
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0
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4+2=6
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Forward pass:
Compute output
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Modularized implementation: forward / backward API

(x,y,z are scalars)

*

x

y

z

Gate / Node / Function object: Actual PyTorch code

Need to cache 
some values for 
use in backward

Upstream 
gradient

Multiply upstream 
and local gradients
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Example: PyTorch operators

…
link

https://github.com/pytorch/pytorch/tree/v0.4.1/aten/src/THNN/generic
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PyTorch sigmoid layer

Forward 
actually 
defined 
elsewhere...

Forward

https://github.com/pytorch/pytorch/blob/main/aten/src/ATen/native/cpu/UnaryOpsKernel.cpp
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PyTorch sigmoid layer

Forward Forward 
actually 
defined 
elsewhere...

Backward

https://github.com/pytorch/pytorch/blob/main/aten/src/ATen/native/cpu/UnaryOpsKernel.cpp
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So far: backprop with scalars

What about vector-valued functions?
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Recap: notation for vector calculus
Forward: 

Column convention

Chain rule

Backpropagation (column)

Layer factors: forward order

Gradient propagation: right to left

Row convention

Chain rule

Backpropagation (Row)

Layer factors: reverse order

Gradient propagation: left to right

Same derivatives, 
Same mathematical statements,

Same results!
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Recap: notation for vector calculus
Forward: 

Column convention

Chain rule

Backpropagation (column)

Layer factors: forward order

Gradient propagation: right to left

Row convention

Chain rule

Backpropagation (Row)

Layer factors: reverse order

Gradient propagation: left to right

<- Used in this course
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Recap: vector derivatives
Vector to Scalar Vector to Vector

Regular derivative:

If x changes by a 
small amount, how 
much will y change?
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Recap: vector derivatives

Regular derivative:

If x changes by a 
small amount, how 
much will y change?

Derivative is Gradient:

For each element of x , if 
it changes by a small 
amount then how much 
will y change?

Scalar to Scalar Vector to Scalar Vector to Vector
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Recap: vector derivatives

Regular derivative:

If x changes by a 
small amount, how 
much will y change?

Derivative is Gradient:

For each element of x , if 
it changes by a small 
amount then how much 
will y change?

Derivative is Jacobian:

For each element of x , if it 
changes by a small amount 
then how much will each 
element of y change?

Scalar to Scalar Vector to Scalar Vector to Vector
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Backprop with vectors

f

Loss L still a scalar!
(Remember that loss 
is always a scalar)



88
Hanyang University ERICA

Department of Mathematical Data Science

Backprop with vectors

f

Loss L still a scalar!
(Remember that loss 
is always a scalar)𝑑𝑥
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𝑑: dimension
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Backprop with vectors

f

Loss L still a scalar!
(Remember that loss 
is always a scalar)𝑑𝑥

𝑑𝑦

𝑑𝑧

𝑑: dimension

“upstream gradient”
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Backprop with vectors

f

Loss L still a scalar!
(Remember that loss 
is always a scalar)𝑑𝑥

𝑑𝑦

𝑑𝑧

𝑑: dimension

“upstream gradient”

𝑑𝑧

For each element of z, how 
much does it influence L?
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Backprop with vectors

f

Loss L still a scalar!
(Remember that loss 
is always a scalar)𝑑𝑥

𝑑𝑦

𝑑𝑧

𝑑: dimension

“upstream gradient”

𝑑𝑧

For each element of z, how 
much does it influence L?

“local 
gradients”

“Downstream 
gradients”
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Backprop with vectors

f

Loss L still a scalar!
(Remember that loss 
is always a scalar)𝑑𝑥

𝑑𝑦

𝑑𝑧

𝑑: dimension

“upstream gradient”

𝑑𝑧

For each element of z, how 
much does it influence L?

“local 
gradients”

“Downstream 
gradients”

[𝑑𝑥× 𝑑𝑧]

[𝑑𝑦× 𝑑𝑧]

Jacobian 
matrices
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Gradients of variables wrt loss have same dims as the original variable

f

Loss L still a scalar!
𝑑𝑥

𝑑𝑦

𝑑𝑧

𝑑: dimension

“upstream gradient”

𝑑𝑧

For each element of z, how 
much does it influence L?

𝑑𝑥

𝑑𝑦
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Backprop with vectrors

f(x) = max(0,x)
(elementwise)

4d input x:
[  1  ]
[ -2 ]
[  3  ]
[  -1  ]

4d output z: 
[  1  ]
[ -2 ]
[  3  ]
[  -1  ]
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Backprop with vectrors

f(x) = max(0,x)
(elementwise)

4d input x:
[  1  ]
[ -2 ]
[  3  ]
[  -1  ]

4d output z: 
[  1  ]
[ -2 ]
[  3  ]
[  -1  ]

4d dL/dz: 
[  4  ]
[ -1 ]
[  5  ]
[  -9 ]

Upstream
gradient

[dz/dx]    [dL/dz]
[ 1 0 0 0  ]
[ 0 0 0 0  ]
[ 0 0 1 0  ]
[ 0 0 0 0 ]

[  4  ]
[ -1 ]
[  5  ]
[  -9 ]

4d dL/dx: 
[  4  ]
[  0  ]
[  5  ]
[  0  ]

Jacobian is sparse: off-diagonal entries always zero! Never 
explicitly form Jacobian -- instead use implicit multiplication 
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Backprop with vectrors

f(x) = max(0,x)
(elementwise)

4d input x:
[  1  ]
[ -2 ]
[  3  ]
[  -1  ]

4d output z: 
[  1  ]
[ -2 ]
[  3  ]
[  -1  ]

4d dL/dz: 
[  4  ]
[ -1 ]
[  5  ]
[  -9 ]

Upstream
gradient

[dz/dx]    [dL/dz]4d dL/dx: 
[  4  ]
[  0  ]
[  5  ]
[  0  ]

Jacobian is sparse: off-diagonal entries always zero! Never 
explicitly form Jacobian -- instead use implicit multiplication 
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Backprop with matrices (or tensors)

f

Loss L still a scalar![𝐷𝑥 ×𝑀𝑥]

[𝐷𝑦 ×𝑀𝑦]

dL/dx always has the 
same shape as x!

[𝐷𝑧 ×𝑀𝑧]

Jacobian 
matrices

Matrix-vector 
multiply
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Backprop with matrices (or tensors)

f

Loss L still a scalar![𝐷𝑥 ×𝑀𝑥]

[𝐷𝑦 ×𝑀𝑦]

dL/dx always has the 
same shape as x!

[𝐷𝑧 ×𝑀𝑧]

Jacobian 
matrices

Matrix-vector 
multiply

“upstream gradient”

For each element of z, how much 
does it influence L?

[𝐷𝑧 ×𝑀𝑧]

[𝐷𝑦 ×𝑀𝑦]

[𝐷𝑥 ×𝑀𝑥]

“Downstream 
gradients”
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Backprop with matrices (or tensors)
Loss L still a scalar![𝐷𝑥 ×𝑀𝑥]

[𝐷𝑦 ×𝑀𝑦]

dL/dx always has the 
same shape as x!

[𝐷𝑧 ×𝑀𝑧]

Jacobian 
matrices

Matrix-vector 
multiply

“upstream gradient”

For each element of z, how much 
does it influence L?

[𝐷𝑧 ×𝑀𝑧]

[𝐷𝑦 ×𝑀𝑦]

[𝐷𝑥 ×𝑀𝑥]

“Downstream 
gradients”

For each element of y, how much does 
it influence each element of z?

“local 
gradients”
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Backprop with matrices (or tensors)
Loss L still a scalar![𝐷𝑥 ×𝑀𝑥]

[𝐷𝑦 ×𝑀𝑦]

dL/dx always has the 
same shape as x!

[𝐷𝑧 ×𝑀𝑧]

Jacobian 
matrices

Matrix-vector 
multiply

“upstream gradient”
For each element of z, how 
much does it influence L?

[𝐷𝑧 ×𝑀𝑧]

[𝐷𝑦 ×𝑀𝑦]

[𝐷𝑥 ×𝑀𝑥]

“Downstream 
gradients”

[(𝐷𝑥×𝑀𝑥)
× (𝐷𝑧 ×𝑀𝑧)]

For each element of y, how much does 
it influence each element of z?

“local 
gradients”

[(𝐷𝑦×𝑀𝑦)

× (𝐷𝑧 ×𝑀𝑧)]
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Backprop with matrices (or tensors)
Loss L still a scalar![𝐷𝑥 ×𝑀𝑥]

[𝐷𝑦 ×𝑀𝑦]

dL/dx always has the 
same shape as x!

[𝐷𝑧 ×𝑀𝑧]

Jacobian 
matrices

Matrix-vector 
multiply

“upstream gradient”
For each element of z, how 
much does it influence L?

[𝐷𝑧 ×𝑀𝑧]

[𝐷𝑦 ×𝑀𝑦]

[𝐷𝑥 ×𝑀𝑥]

“Downstream 
gradients”

[(𝐷𝑥×𝑀𝑥)
× (𝐷𝑧 ×𝑀𝑧)]

For each element of y, how much does 
it influence each element of z?

“local 
gradients”

[(𝐷𝑦×𝑀𝑦)

× (𝐷𝑧 ×𝑀𝑧)]
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Backprop with matrices (or tensors)

x: [N×D]
[  2   1  -3 ]
[ -3   4   2 ]

w: [D×M]
[  3  2  1 -1]
[  2  1  3  2]
[  3  2  1 -2]

Matrix Multiply

y: [N×M]
[13  9  -2  -6 ]
[  5  2  17  1 ]

dL/dy: [N×M]
[  2  3 -3  9 ]
[ -8  1  4  6 ]
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Jacobians:
dy/dx: [(N×D)×(N×M)]
dy/dw: [(D×M)×(N×M)]

For a neural net we may have 
N=64, D=M=4096

Each Jacobian takes ~256 GB of memory! 
Must work with them implicitly!

x: [N×D]
[  2   1  -3 ]
[ -3   4   2 ]

w: [D×M]
[  3  2  1 -1]
[  2  1  3  2]
[  3  2  1 -2]

Matrix Multiply

y: [N×M]
[13  9  -2  -6 ]
[  5  2  17  1 ]

dL/dy: [N×M]
[  2  3 -3  9 ]
[ -8  1  4  6 ]

Backprop with matrices (or tensors)
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Backprop with matrices (or tensors)

x: [N×D]
[  2   1  -3 ]
[ -3   4   2 ]

w: [D×M]
[  3  2  1 -1]
[  2  1  3  2]
[  3  2  1 -2]

Matrix Multiply

y: [N×M]
[13  9  -2  -6 ]
[  5  2  17  1 ]

dL/dy: [N×M]
[  2  3 -3  9 ]
[ -8  1  4  6 ]Q: What parts of y are 

affected by one 
element of x?
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Backprop with matrices (or tensors)

x: [N×D]
[  2   1  -3 ]
[ -3   4   2 ]

w: [D×M]
[  3  2  1 -1]
[  2  1  3  2]
[  3  2  1 -2]

Matrix Multiply

y: [N×M]
[13  9  -2  -6 ]
[  5  2  17  1 ]

dL/dy: [N×M]
[  2  3 -3  9 ]
[ -8  1  4  6 ]Q: What parts of y are 

affected by one 
element of x?

A: affects the 
whole row       .
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Backprop with matrices (or tensors)

x: [N×D]
[  2   1  -3 ]
[ -3   4   2 ]

w: [D×M]
[  3  2  1 -1]
[  2  1  3  2]
[  3  2  1 -2]

Matrix Multiply

y: [N×M]
[13  9  -2  -6 ]
[  5  2  17  1 ]

dL/dy: [N×M]
[  2  3 -3  9 ]
[ -8  1  4  6 ]Q: What parts of y are 

affected by one 
element of x?

A: affects the 
whole row       .

Q: How much does
affect               ?
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Backprop with matrices (or tensors)

x: [N×D]
[  2   1  -3 ]
[ -3   4   2 ]

w: [D×M]
[  3  2  1 -1]
[  2  1  3  2]
[  3  2  1 -2]

Matrix Multiply

y: [N×M]
[13  9  -2  -6 ]
[  5  2  17  1 ]

dL/dy: [N×M]
[  2  3 -3  9 ]
[ -8  1  4  6 ]Q: What parts of y are 

affected by one 
element of x?

A: affects the 
whole row       .

Q: How much does
affect               ?

A:
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Backprop with matrices (or tensors)

x: [N×D]
[  2   1  -3 ]
[ -3   4   2 ]

w: [D×M]
[  3  2  1 -1]
[  2  1  3  2]
[  3  2  1 -2]

Matrix Multiply

y: [N×M]
[13  9  -2  -6 ]
[  5  2  17  1 ]

dL/dy: [N×M]
[  2  3 -3  9 ]
[ -8  1  4  6 ]Q: What parts of y are 

affected by one 
element of x?

A: affects the 
whole row       .

Q: How much does
affect               ?

A:
[N×D] [N×M] [M×D]
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Backprop with matrices (or tensors)

x: [N×D]
[  2   1  -3 ]
[ -3   4   2 ]

w: [D×M]
[  3  2  1 -1]
[  2  1  3  2]
[  3  2  1 -2]

Matrix Multiply

y: [N×M]
[13  9  -2  -6 ]
[  5  2  17  1 ]

dL/dy: [N×M]
[  2  3 -3  9 ]
[ -8  1  4  6 ]

[N×D] [N×M] [M×D] [D×M] [D×N] [N×M] These formulas are easy 
to remember: they are the 
only way to make shapes 
match up!
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